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2 Contribution details

• Title of the contribution:
Particle Filter based Forced Alignment for Continuous Gesture
Recognition

• Final score:
After a single alignment iteration:
Valid Score: 0.370675 MJI
Test Score: 0.361275 MJI

• General method description
We introduce a silence class to eliminate the ambiguity of the
border frames and to ease the segmentation. During training,
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we randomly sample our training set and learn spatio-temporal
features using a 3D CNN. Furthermore, we iteratively align our
training samples using a particle filter based forced alignment
approach. While testing, we first segment each sequence by
using strong silence class predictions. We then look at the area
under the curve of the gesture class posteriors to assign a gesture
label to each segment.

• References
N. C. Camgoz, S. Hadfield, O. Koller and R. Bowden, ”Using
Convolutional 3D Neural Networks for User-independent contin-
uous gesture recognition,” 2016 23rd International Conference
on Pattern Recognition (ICPR), Cancun, 2016, pp. 49-54.

• Representative image / diagram of the method:
In Figure 1 you can see an example segmentation and prediction
result on one of the validation samples. Our method was able to
segment the gestures with ground truth accuracy. Furthermore,
it also predicted the first segment’s gesture class correctly.

Figure 1: Vertical Green Line: Ground Truth Segmentation Vertical
Dashed Blue Line: Our Segmentation Dashed Black: Silence Class Pos-
terior Red and Light Blue Bold: Ground Truth Class Posterior - x axis is
time steps

• Describe data preprocessing techniques applied (if any):
None

2



3 Visual Analysis

3.1 Gesture Recognition (or/and Spotting) Stage

3.1.1 Features / Data representation

We represent each frame with a frame volume. Frame volumes are
created by concatenating the neighboring 16 frames in which the
represented frame is in the center. We then use these volumes to train
our 3D CNN that simultaneously learns spatio-temporal features.

3.1.2 Dimensionality reduction

We haven’t used any dimensionality reduction technique.

3.1.3 Compositional model

We haven’t used a compositional model.

3.1.4 Learning strategy

Overall: Iteratively refining the training samples every 40k iterations
(roughly 3 epochs) by eliminating the weak samples and re-sampling
from the strong samples.
Training Each Iteration: Stochastic Gradient Descent and Cross En-
tropy Loss using frame level annotations.

3.1.5 Other techniques

We introduce a silence class. We randomly sample our training set
and use these samples to train a 3D CNN. Furthermore, we itera-
tively align our training samples using a particle filter based forced
alignment technique.

3.1.6 Method complexity

The computational complexity complexity is cubic with respect to
the number of classes.

3.2 Data Fusion Strategies

We haven’t used any data fusion strategies.

3.3 Global Method Description

• Which pre-trained or external methods have been used (for any stage, if
any)
The 3D CNN network trained by Camgoz et al. was partially
used as the starting point for learning out network.
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• Which additional data has been used in addition to the provided ChaLearn
training and validation data (at any stage, if any)
None

• Qualitative advantages of the proposed solution:
With the introduction of the silence class we were able to seg-
ment gestures with near ground truth accuracy. Furthermore,
by using a particle filter based forced alignment approach, we
were able to refine our training iteratively, converging to the
most representative key pose volumes of each gesture.

• Results of the comparison to other approaches (if any):
We were able to achieve superior recognition performance on
validation and test sets compared to the previous state-of-the-
art by Camgoz et al., which also used 3D CNNs but in a more
straight forward manner.

• Novelty degree of the solution and if is has been previously published:
The proposed particle filter based forced alignment has not been
published before.

4 Other details

• Language and implementation details (including platform, memory, par-
allelization requirements):
Languages: MATLAB, Python and Caffe (C3D).
Platform: Trained on Ubuntu 14.04 LTS using a single Titan X
GPU with 12GB VRAM.

• Human effort required for implementation, training and validation?
Implementation: It required a week for a single member of our
team to implement the particle filter based forced alignment.
Training and Validation: Only requirement is to run the pro-
vided scripts.

• Training/testing expended time?
For each alignment iteration: 40 hours for training, 10 hours for
model selection and 5 hours each for prediction on validation
and test set.

• General comments and impressions of the challenge? what do you expect
from a new challenge in face and looking at people analysis?
First of all, thank you very much for organizing this competition.
Compared with the previous challenge (ICPR 2016), more time
was given to the teams to work on the datasets, which was good.
However, the details of schedule, such as allowing minor changes
on the code after the submission, could have been defined earlier.
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